Assignment 1
Rodrigo De Luna Lara
Classification Problems
Two datasets were selected for two different classification tasks, based on their features:
1. Adult Data Set: this dataset is an extract of the 1994 US Census database (Kohavi and Becker 1996). The classification
task in this case is to determine if a person makes over 50k USD a year. It contains 14 attributes, both numeric and
categorical and is comprised of 48842 observations, making it a fairly large dataset. It is also an unclean dataset,
containing missing values. This classification problem is considered interesting due to the large number of observations
and varied predictors, and also because it is a somewhat (not excessively) unbalanced dataset. ~24% of the observations
have a positive class value (earnings >50k), and this could impact the performance of some algorithms, although the
large amount of observations may compensate. The classification task is a fairly standard one in this case, the purpose is
to have a classifier that allows you to classify new observations based on existing data.
2. Tic-Tac-Toe Endgame: this dataset (Aha 1991) contains 958 observations encoding all possible board configurations
at the end of this game, assuming “x” played first. Therefore, the 9 attributes in this dataset are all categorical,
corresponding to the state of each one of the 9 squares in the grid, with possible states of “x”, “o” or “b” (blank). What
is interesting about this dataset is that this is not a standard classification task, instead of learning with the main goal
of accurately predicting new observations, the training on this dataset could be thought of as the capability of each
algorithm to learn from several games and develop a way of deciding which are the best moves based on the configuration
of the board. Therefore, the performance of the algorithms on this dataset are indicative of how well-suited they are
for pattern recognition, and their outputs could be fed to an AI which actually plays the game based on the produced
classifier. One would expect that all classifiers would give great accuracy in such a dataset; after all, there are only 3
possible values for 9 attributes in less than 1k observations,

Implementation of the Algorithms
There are 5 algorithms implemented in this assignment:
1. Decision Trees: implemented with MATLAB’s fitctree, with initial full depth trees and MATLAB’s pruning, optimizing
by pruning level.
2. k-Nearest Neighbors: implemented with MATLAB’s fitcknn, using Euclidean and Cityblock distances, optimizing the
number of neighbors (k). The data is rescaled with the built-in standardize function in fitcknn.
3. Neural Networks: implemented with MATLAB’s patternnet with a 1 hidden layer 10 neuron network. The training function used in the networks is gradient descent. The learning rate for the gradient descent, as well as the
train/test/validation splits for the training are optimized to get the best network.
4. Support Vector Machines: implemented with LIBSVM (Chang and Lin 2016), as MATLAB’s fitcsvm is painfully
slow and resource hogging for the Adult dataset. A wrapper for the Windows binaries for LIBSVM was created to
run the program directly from command line from MATLAB. Two kernel functions are trained: a linear kernel and a
gaussian kernel. The data is scaled with LIBSVM ’s built-in svm-scale.
5. Ensemble Boosting: implemented with MATLAB’s fitcensemble, using decision trees as weak learners for 1-class ADA
Boost and Bagging. The learning rate for ADA Boost and the number of bagging cycles for Bagging are optimized.

Algorithm Training - Adult Data Set
Both training and testing datasets were combined into 1 single dataset and then sampled to get a 70% training 30% split. The
algorithms were trained in the order outlined in the previous section.
Decision Trees
Starting with decision trees, as expected, the size of the full depth tree is enormous, while the size of the best decision tree is
more manageable (Figure 1)
The pruning was done from the full depth tree, calculating the 5 fold crossvalidation error by each level of pruning. MATLAB
automatically calculates the pruning levels, Figure 2 (left) shows the crossvalidation error in function of the number of nodes
in the tree, the optimal tree has 63 nodes out of the 4755 original (a measly 1.3%). As expected, by pruning the tree the
crossvalidation error is reduced until certain point (smaller trees are better), then as the tree becomes too general with too few
nodes, the error spikes.
The first nodes reveal the parameters with highest split. As one would expect, whether you have a family or not (families are
expensive) and how long have you been educated are the most significant factors, as well as of course the capital gain, which is
an obvious one here.
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Figure 1: Full depth tree (left) vs optimal pruned tree (right).

Figure 2: Training curve (left) and Learning curve (right)
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if relationship in {Not-in-family Other-relative Own-child Unmarried} then node 2
elseif relationship in {Husband Wife} then node 3 else 0
if capital_gain<7073.5 then node 4 elseif capital_gain>=7073.5 then node 5 else 0
if education_num<11.5 then node 6 elseif education_num>=11.5 then node 7 else 0

The learning curve (Figure 2 right), follows the expected trend, increasing the training split reduces the crossvalidation error
(more data to train on) and also tends to improve the test error. There are some anomalous instances in which the test error is
significantly larger than the crossvalidation error. The imbalance in the response class of the classifier is most likely the culprit,
if few cases with positive class were included in the training data for these splits.
This could be mitigated in a number of ways, by either oversampling the non-dominant class, undersampling the dominant
class or using more advanced techniques like SMOTE (Synthetic Minority Oversampling Technique) which combines both to
achieve better classification performance. In this case the decision tree was able to train successfully on umbalanced data, as
shown in the Learner Summary table.
k-Nearest Neighbors
For kNN, two distances were chosen, the standard euclidean distance and the Manhattan or cityblock distance. For each
distance the number of neighbors k was varied to determine the optimal classifier. For the euclidean distance the optimal k is
36, while for the cityblock distance it is 46. Given that dcityblock > deuclidean for any point, the larger k for cityblock distance
is expected.
The optimal classifier is the one with cityblock distance and k = 46, as with decision trees, the learning curve shows decreasing
training error with increasing training split, and there are also some cases in which the training error is higher than the
crossvalidation error, the issue with the imbalanced class could also be the culprit in this case.
That the cityblock distance yields better results than the euclidean distance may be due to the fact that about half of the
variables in the dataset are categorical (8/14). In numerically encoded categorical variables, the cityblock distance may have
more meaning as to move from one point to another you would need to move the whole distance between each level in each
categorical variable and not the more direct route the euclidean distance represents. Nonetheless, the difference is not very
large, and perhaps more advanced distance functions could yield better results (like Mahalanobis or chi-squared).
Neither for kNN nor for decision trees the computing time was calculated as it was deemed not important, and is insignificant
with respect to other training times for other algorithms. In general, for decision trees the time to construct a tree is
O(d · n · log(n)) for d features and n samples, while for a basic kNN the complexity is O(k · n · d). MATLAB’s implementation
may differ from those complexities and may be faster, and they’re still within linear and logarithmic time.
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Figure 3: Optimization of k by distance (left), learning curve with best classifier (right)
Neural Networks
To implement Neural Networks with crossvalidation, special functions had to be created to allow matlab to run the training on
the different folds, other than that it was decided to use a simple network as basis (as networks with more hidden layers and
neurons tend to increase overfitting). Because of this reason the network only has 1 hidden layer and 10 neurons, the reason
why more hidden layers were added is because most literature agrees that one hidden layer is enough for most applications.
With this in mind, the training function for the Neural Network was set to gradient descent, as it’s conceptually easier to
understand what is going on in the already hard to understand networks, having everyhing else fixed, the optimization is done
by changing the learning rate for the gradient descent on the network.
Figure 4 shows the optimization for such neural network configuration by varying the learning rate of the gradient descent,
very small (<0.10) and very large (>0.80) learning rates are not optimal for the gradient descent in this case. The optimal
learning rate is of 0.50. For this particular dataset we don’t want the weights to change too much or too little, a moderate
learning rate makes the neural network arrive at a satisfactory solution.
As expected, the training time for the network (in this case for the 5 folds) dicreases significantly as the learning rate increases,
as the network is more agressive. It is important to note that the training was done using parallel computing on 4 cores (Intel
Core i7-4700MQ @ 2.40GHz), but nonetheless at less than 40 seconds for 5 folds the training time is not very significant (~10
ms per point).

Figure 4: Gradient descent optimization (left), training time by learning rate (right)
MATLAB trains the neural networks splitting the data into training, testing and validation sets. So in a broader perspective we
have a training set that is further split into these 3 sets for each fold in crossvalidation. To test whether this has an impact on
the performance of the networks, 20 random splits of these 3 subsets were trained. As seen in Figure 5 these splits don’t have
much effect on performance (~1% variation), unless the training and testing fractions are very similar and there is practically
no validation data (as seen on the 13th split). Another thing of interest is that if the validation fraction is very small the
neural network converges faster, even if we could still be talking about thousands of points.
The best fractions are for the 11th split, with a training fraction of ~60%, testing fraction of ~30% and validation fraction of
~10%, which is a fairly standard split for training neural networks. Once having the best network defined as one with learning
rate of 0.50 and the best splits for each subset, it was used to create the learning curve in Figure 6.
In this case, the neural network algorithm shows increased sensitivity to different training splits, with the best one being 80%
training data. There are several cases in which the test error is significantly larger than the crossvalidation error, in fact in 6/9
cases the test error is larger. This reveals a weakness with using neural networks in unbalanced datasets, the mapping of the
weights in the neurons doesn’t seem to be uniform as the data used for training changes, which is also evident in Figure 5.
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Figure 5: Split by subset (left), crossvalidation error (center) and training time (right)

Figure 6: Learning Curve for Neural Network
Support Vector Machine
For SVM, using LIBVSM, two kernel functions were tested: a linear kernel with LIBSVM ’s one-class SVM and a gaussian
kernel with LIBSVM ’s C-SVC. For the linear kernel, the parameter ν can be optimized to improve the classification. According
to the README provided, ν in one-class SVM approximates the fraction of training errors and support vectors, so it controls
how general or specific the SVM will be. For low values of ν it is expected to have few support vectors, as ν is increased the
margin is widened and classification should improve. As seen in Figure 7, a ν of 0.50 has a very large crossvalidation error,
which rapidly decreases as ν increases. The best performance attainable is a CV error of ~25%; clearly the data is not linearly
separable, and thus the performance of a linear kernel is extremely poor.
The training time in this case is now in the order of minutes for 5 fold crossvalidation. The training time increases until ν > 90,
when ν approaches 1.00 the SVM is trained very quickly as most of the data falls within the margin.

Figure 7: Crossvalidation error and time for linear kernel.
The second kernel is a gaussian kernel implemented with C-SVC and trained as recommended by the authors of LIBSVM
(Hsu, Chang, and Lin 2016), which propose transforming the data into LIBSVM ’s format, scaling the data, considering the
RBF (Gaussian) kernel and using crossvalidation to find the best value for the hyperparameters (C and γ) by grid search. A
logarithmic space with C ∈ exp[−10 : 5 : 10] and γ ∈ exp[−10 : 5 : 10] is used as coarse grid search to find the most optimal
region. The results are shown in Figure 8.
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Figure 8: Crossvalidation error and time for gaussian kernel (coarse grid search).

Figure 9: Crossvalidation error and time for gaussian kernel (fine grid search).
At worst this kernel results in a crossvalidation error near 24%. The minimum error in this coarse grid search is 15.09%. A finer
grid search is conducted around the region of low error to see if greater accuracy can be achieved. It can be seen in Figure 9
that the error can barely be reduced, with an unnecessarily high computation time in the range of hundreds to thousands of
seconds, the best error is 15.01% with C ≈ 59874.1417 and γ ≈ 0.002478. SciKit’s explanation on the Gaussian kernel provides
good insights on what each of these parameters affect (SciKit Learn 2017). γ defines the radius of influence of each observation,
low values are indicative of far-reaching influence. A high C gives more freedom to the model to select more support vectors,
making the decision surface more rough.

Figure 10: Learning Curve for Support Vector Machine
For this dataset the dimensional space is very large (14 dimensions), so the SVM needing a rough decision boundary is expected,
given that the variables don’t seem to be linearly separable to reduce the complexity of the decision surface. The SVM is
able to capture the high dimension decision surface, but a cost of a very high computation time. With the best SVM from
the previous steps, the learning curve in Figure 10 was created, as with Neural Networks, it seems SVM is also sensitive to
imbalanced classification classes, although significantly less than Neural Networks.
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Ensemble Boosting
For boosting two methods are tested, 1-class ADA Boost and Bagging. For ADA boost the learning rate is trained from ~0
to 1, for bagging, the number of bagging cycles is varied between 50 and 150 cycles. The resulting crossvalidation error and
learning time can be seen in Figure 11. The default bagging with 100 cycles yields the best results, while the best learning rate
for ADA Boost is of 0.90. The training time is in the order of minutes for both methods, ADA Boost being the faster out of
the 2, and showing an unexpected trend, in which learning rates below 0.1 and between 0.3 and 0.4 are the fastest, and the rest
of the learning rates have almost constant time. In bagging the learning time increases linearly with the number of cycles.

Figure 11: Crossvalidation error and time for boosting.
Figure 12 shows the error when pruning the tree by maximum number of splits in the tree, we can see that once the tree
reaches 300 splits, the error stabilizes. There is no point in having a longer tree as it will only be more complex and if boosting
overfits quickly then a larger tree will be even more troublesome. The tree was cut at 300 splits, and the training curve on the
same figure on the right was generated from that optimal tree (bagging, 100 cycles, 300 max splits), we can see that the test
error tends to be higher than the crossvalidation error, the advanced oversampling/undersampling techniques to balance the
data could help reduce this error, but it is at acceptable levels nonetheless.

Figure 12: Pruning by max splits in tree (left) and learning curve (right)
Surprisingly, the top nodes for the boosted trees are different than for the standard decision tree, in this case the variables with
more weight on the data were the education level, the relationship and the age. As before, being single and with a moderately
high education are the the variables with the most split on the data.
1
2
3

if education in { 1 2
elseif education in {10
if relationship in {2 3
if age<28.5 then node 6

3 4 5 6 7 8 9 12 14 16} then node 2
11 13 15} then node 3 else 0
4 5} then node 4 elseif relationship in {1 6} then node 5 else 0
elseif age>=28.5 then node 7 else 0

Figure 13 shows the size of the trees for boosting before and after optimization by pruning. The resulting tree is much more
complex than the pruned tree created by standard decision trees, but that is the effect of the boosting. Depending on the
application it may be more convenient to have a simpler tree, either due to resources or for better understanding of the data.
Larger trees are harder to understand and may generalize poorly, so boosting with trees gives very good result at the expense
of some generalization due to the intensive bagging process.
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Figure 13: Full depth tree (left) vs optimal pruned tree (right).

Algorithm Training - Tic-Tac-Toe Dataset
As mentioned before, this dataset is not interesting because of it’s number of samples or features, but because of what it
represents. The datasets contains all possible end game states for Tic-Tac-Toe. A classifier in this case could be used at first
to try to predict how a game could end, but the more interesting application is a classifier that could be used for an AI to
actually play the game. The focus of the analysis will be on that.
Decision Trees
Given that the data has 9 attributes with 3 possible values, the decision trees are significantly shorter in this case. A tree with
80 nodes is found to be optimal using 5 fold crossvalidation. Figure 14 shows the error for pruning selection and the learning
curve resulting from the optimal tree. It can be seen that decision trees generalize poorly in some cases, and in general the
error rate for the trees is large for this dataset.

Figure 14: Full depth tree (left) vs optimal pruned tree (right).
Figure 15 show the full depth tree and the pruned tree, in the context of machine learning the pruned tree is preferrable, but
for AI the full depth tree is much more useful. Analyzing the branches on the right, the pruned version of a tree declares
victory when the middle-center and top-right squares have crosses, while the unpruned tree checks later if the bottom-left
square was filled by the opponent before declaring victory, and makes another move if not.

Figure 15: Full depth tree (left) and pruned tree (right).
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So in the context of this problem, unpruned trees are better as they give a higher decision range and are able to detect full
patterns with more precision. Overfitting may be preferable as we’re trying to construct decision-making from a dataset, we
want to extract every bit of knowledge available from the training set (which doesn’t include all possible board states), so that
when there are new cases (in the tesing set), the classifier works correctly. And in pattern matching a more specific classifier
could be preferrable.
k-Nearest Neighbors
Figure 16 shows the crossvalidation error for kNN with Euclidean and Cityblock distances for varying number of neighbors.
As with the previous dataset, cityblock gives a better performance; however, in this case the dataset is purely made up of
categorical variables, and for some values of k (most noticeably between 30 and 70), the performance with Cityblock distance is
substantially better. It is also interesting that there are 2 local minima for the crossvalidation error, one at k = 4 and another
at k = 50. The value of k = 4 was chosen as it is the global minimum and would be computationally faster.

Figure 16: Distances vs error (left) and learning curve (right).
The learning curve shows very good performance by kNN on the test set independently of the training/testing split, in only 2
cases the training error is larger than the crossvalidation error, although not substantially. A value of k = 4 could have special
significance in Tic-Tac-Toe, it could be indicative of specific regions of mayor likelihood for winning states, and they are very
close together.
Neural Networks
The neural network has the same configuration as with the previous dataset (1 layer, 10 neurons, gradient descent), which had
pretty good results. Figure 17 shows the crossvalidation error vs the learning rate for the gradient descent and the learning
curve for the best neural network. The learning curve shows abysmal performance for the dataset.

Figure 17: Crossvalidation error vs learning rate (left) and learning curve (right).
The network has a pretty bad performance on this dataset. In general neural networks are expected to be good in mapping any
function from input and output data, but how well they perform seems to be determined on how well they were trained. A 1
layer, 10 neuron network with gradient descent is fairly standard and applicable for a variety of problems, but in data with so
few variability and not many cases, it fails to capture the patterns in the data correctly. This shows a weakness with neural
networks, they’re very sensitive to data quality and the training strategy used, any mishap in any of them can result in very
bad performance.
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Support Vector Machine
Support Vector Machines give an exceptionally good performance for this dataset, at least the Gaussian kernel does. The
linear kernel has error over 50%, and the Gaussian kernel under 10%, as shown in Figure 18. The learning curve with the best
parameters for C and γ is a textbook example of a learning curve, all the training errors are better than the crossvalidation
error, indicating great capacity for generalization by the algorithm.

Figure 18: Crossvalidation error for linear (left) vs gaussian kernel (center) and learning curve (right).
As the Gaussian kernel is a good measure of similarity, the SVM is correctly capable of grouping board states into winning and
losing states, the function space H defined by the support vectors make up a smooth surface in this case that allows for an
exceptionally good classification, and as the number of samples is very low it is able to do so very quickly and accurately. The
board states are not linearly separable (as evidenced by the high error of the linear kernel), but they are separable in other
high dimensional spaces.
However, in the context of using a classifier in AI to help it play the game, a SVM is a poor choice, as even though it is able to
separate the data very well, SVM’s are very difficult to interpret and they don’t provide a sequence of events like decision trees,
or a measure to get the k-nearest board states to determine a pool of possible next moves for the AI to make.
Ensemble Boosting
If boosting tends to overfit, then in small datasets in which standar decision trees perform well, they overfit a lot. Looking at
Figure 19, we can see that for both Ada Boost and Bagging the error is less than 1%. The trees are already not very deep, and
the error doesn’t change much as the trees in the ensemble grow larger, so pruning (Figure 20) in this case results in very
shallow trees (??) which are able to classify the data pretty well.

Figure 19: Crossvalidation error and time for boosting.
Another key different with respect to the Adult dataset is the number of samples, with tens of thousands of observations using
bagging or boosting makes more sense, as you can get more diverse subsets of data for each cycle. The Tic-Tac-Toe dataset
has less than one thousand observations (70% of which are in the training set), so using ensembles may not make a lot of
sense, and it is clearly overfitting the data (although this still results in good predictions on the test set). With respect to the
problem of using the classifier for an AI, the generated decision trees could still be used for decisions, but perhaps their full
length-versions would be better, and if timing is an issue a simple decision tree would be better.
The issue with pruning in crossvalidated trees with overfitting is that as seen in Figure 20 the error doesn’t really change
between pruning levels, but the useful information (in a decision making process, such as the one of an AI) is lost when the
maximum number of splits is low. However, the ensemble contains a lot of trees and may have different splits on each, so still
with the information loss in pruning it is useful for an AI. SVM, although providing very good classification is not useful as it’s
harder to understand and doesn’t map as easily between states in a game. Finally, neural networks had large error and woud
also have difficult interpretations.
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Figure 20: Pruning by max splits in tree (left) and learning curve (right)

Figure 21: Full depth tree (left) vs optimal pruned tree (right).

Algorithm’s Classification Performance
The table in Figure 22 shows the performance summary for both datasets for all algorithms in the original training and test
splits (70/30%). The baseline performance of each algorithm is calculated with the bare version in each case (full depth
tree, no optimization in neural networks, default number of neighbors, unoptimized kernel function and default bagging or
boosting) and for the optimized version after all the considerations in the previous sections. The final part of the table shows
the improvement in every parameter after optimizing the learners. For the color scheme, for Accuracy, Sensitivity, Specificity
and Precision they are set to green for values over 85%, yellow for values between 50 and 85% and red for values less than 50%.
For the improvements, any gain is color coded in green and any loss is color coded in red.
Let’s remember some peculiarities about each dataset. The Adult dataset is a fairly large dataset, with a mix of categorical
and numerical variables and an imbalanced response class, no feature selection is being done either by PCA or other means,
and only in some cases the data is standardized, so it is manipulated as least as possible. This dataset is useful to see the
robustness of algorithms when dealing with large and complex classification problems. On the otehr hand, the Tic-Tac-Toe
dataset is a small dataset with only 9 categorical variables, with 3 levels each, and a very balanced response class. This dataset
is useful to see which algorithms tend to overfit more the data and well suited they are for a not so standard task of using
classification as pattern recognition for use in an AI.
Talking about the process of optimizing the learners you can immediately identify two things from the table. First, Neural
Networks show the best overall improvement from their optimization, just loosing a bit of precision in the Tic-Tac-Toe dataset.
Out of the box, unoptimized neural networks seemed not to give very good results for both datasets, that is interesting in itself
because a lot of people claim ANN’s can solve any problem, with these results showing otherwise. The results show that if
properly trained they can achieve good results, you could change the number of neurons, the number of hidden layers and swap
activation functions until the best one is found, but the problem is you can’t really know from just looking at the data what
the best network will be.
In both datasets the neural networks were trained with the fairly standard gradient descent method, additional functions like
gradient descent with momentum, variable learning rate backpropagation, Levenberg-Marquardt and many others. However, it
is preferable to understand how the activation functions work, it would be very easy to just select the most advanced function
available, as complex as it is to solve a problem, but that would be difficult to explain, you could also use hyperparameter
optimization which MATLAB is very fond of, but again that’d be like cheating, letting the computer choose what’s best without
you fully understanding it. In this case the learning rate in the gradient descent is fairly understood and it can be explained
why a moderate learning rate is better over a very low (time consuming, not getting to a minimum) rate or a very high (very
agressive, might diverge, although faster) one.
The second evident thing about the optimization of the algorithms is that decision trees tend to get worse with pruning. In the
case of the Adult dataset it shows ~3% better accuracy on the test set at an expense of ~7% worse accuracy on the training set.
In the Tic-Tac-Toe dataset they both take a hit with pruning, as the trees are already fairly shallow and when pruning them
you’re losing valuable information, the full-depth tree is not very complex to start with and captures really well the patterns in
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Figure 22: Performance summary.
the board states of the trianing set, so pruning may not be optimal. In the Adult dataset, considering the imbalanced response
class, pruning the tree (which at full depth are enormous) gives better accuracy on the test set because it is able to generalize
better, and that helps a lot more in umbalanced datasets, in which classifiers tend to favor the dominant class.
Next, looking at the performance of kNN, we can see it’s good and simple, in fact it tends to overfit both training sets and
still give pretty good results in the test set. The understanding of kNN is so much simpler than some of the other algorithms
(specially SVM and Neural Networks), you just select a distance function, and see how the algorithm behaves with different
values of k, it is pretty intuitive. Considering the Adult dataset is imbalanced and pretty large, kNN still manages to have
pretty good results, although the understanding of the nearest neighbors in such a high dimensional space is somehow difficult.
kNN considers all features to be equal, and with no PCA or dimensionality reduction in the Adult dataset it still manages to
perform well, showing how robust it is despite being so simple. In the Tic-Tac-Toe dataset, with considerably less samples
and lower dimensional space, it also works well, and here the concept of the k-nearest neighbors takes special meaning as
discussed before. In kNN the choice of the distance is very important, but it can be seen that even the simplest of distances
(Euclidean and Cityblock) yield good results in both simple and complex datasets. The optimal number of neighbors seems to
be correlated with the number of observations in the dataset, but has the benefit that it’s quick to test many values of k.
With regard to SVM, it is perhaps the most difficult to understand and train. It is the slowest of all algorithms (even requiring
using LIBSVM instead of MATLAB’s built-in SVM) and has many choices of kernel and hyperparameters, and as with ANN
you need to see how the algorithm performs on different values of the hyperparameters and different kernel functions to get the
best SVM classifier. In the Adult dataset, with tens of thousands of observations the whole coarse and fine grid search took
several hours to get a performance slighty worse than Decision Trees, which took minutes to train. This shows that the choice
of algorithm not only has to do with their performance, there is also a practicality issue in play, ~50k observations are not even
that many, in my line of work I’ve had to handle datasets with hundreds of thousands or even millions of points, attempting to
train an SVM would be futile. On the other side of the spectrum, if the dataset is small and with not many features, SVM
should be the first option, training in minutes and giving near perfect accuracy in the test set. However, in the context of the
problem proposed for the Tic-Tac-Toe dataset a SVM may not give easily-understandable information for an AI, the concept of
support vectors in classification would be harder to use for decision making, specially considering the dimensionality of the
support hyperplanes.
Also, SVM may be more sensitive to imbalanced datasets (given it’s better performance on the Tic-Tac-Toe dataset), because
the position of the support vectors is also affected by the density of points, if a class is more dominant it will have better
defined support vectors than the non-dominant class, even when the data is standardized. Nevertheless, even with only ~24%
of samples in the Adult dataset having positive class, SVM performed very well.
Ensemble learning shows the common problem of overfitting when using decision trees as weak learners. In the Tic-Tac-Toe
dataset the improvement with ensembles over standard decision trees is larger than for the Adult dataset, as the former dataset
is less complex and extense, you can build much more information (also more quickly) in the ensembles than with the larger
dataset. On the Adult dataset it seems to be able to deal with imbalanced classification pretty well, perhaps aided by the large
number of observations, but the whole ensemble also takes up a pretty considerable time to build, and the resulting classifier
containing all trees can get large pretty quickly. In the Tic-Tac-Toe dataset, the ensemble could be used as a sort of “hive
intelligence”, evaluating all trees in the ensemble in a particular state to get a vote on the best next possible move an AI could
make in the game, so besides the added benefit of accuracy it could also be useful in decision taking.
Finally, it is important to note that k-folds crossvalidation (used on all algorithms) proved to be great for choosing the best
learner for each algorithm, as you’re essentially choosing the learner that performs better under varying training/test sets, so
you’re picking the most general algorithm in each case. Training with crossvalidation is very useful but has a very significant
drawback: it increases training time by a factor of k, which in SVM makes it painfully slow. However, the extra time invested
is made up with the better performance, and in the case of imbalanced datasets helps mitigate the issue.
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Conclusions
5 different learning algorithms were trained and optimized for two substatially different datasets, to highlight performance in
datasets with some common issues (imbalance, large datasets, few variables with few values in small datasets). The accuracy
in the context of each classification problem was discussed, as well as some considerations regarding the training time. The
insights gained for each algorithm can be summarized as follows:
1. Decision trees: simple yet powerful classifiers, easy to understand, quick to train, moderately resistant to imbalance.
Pruning helps reduce overfitting and improve testing error, at the expense of less overall information contained in the
tree. Has the advantage that the decision tree is a lean representation of the dataset and is quick to use for prediction.
2. k-Nearest Neighbors: two important choice of hyperparameters only (k and distance), good results on imbalanced
datasets, special meaning of distance for decision taking. The tuning of hyperparameters is the simplest of all algorithms.
Has the drawback of needing to store the whole dataset for predictions.
3. Neural Networks: extremely sensitive to the optimization process, there is not a rule of thumb to choose the number of
neurons and hidden layers, or the activation function. Requires grid search or other optimizations to determine the best
hyperparameters. It’s slow to train and the resulting classifier is hard to interpret, predictions are not very transparent
(as with k-NN or trees).
4. Support Vector Machine: extremely lenghty training time (specially when using crossvalidation). The accuracy is
extremely dependent on the choice of kernel. The choice of hyperparameters requires grid search at the least. The
classification tends to have very good results, but is hard to interpret. Good for imbalanced data.
5. Ensemble learning: tends to overfit the data. Depending on the size of the data and number of weak learners/bagging
cycles increases the training time. The resulting classifier is very good. If trees are used as weak learners the whole
ensemble can be useful for decision taking.
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